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Step 1. 

Fit a multiple regression equation to these data using SPSS. Write down the fitted equation (with the 

estimated coefficients) and interpret the 2 slope coefficients. 

 
******* For the first 2 questions I think it makes sense to leave the regression at its most basic level.  I 

think the purpose for the first 2 questions is to show the model is not really meaningful and that we 

need to add indicator variables and apply transformations to improve it. ************** 

 

 



 

 

1. Days = 4.625 + (.839 * hours) + (.014 * material).  The number of days needed to complete a work 

order increases by .839 for every 1 hour, and .014 for every $1 used on materials 

 

2. R Squared = .207, which means that 20.7% of the variation in days is explained by the model.  This is 

an extremely low value of R squared and we should look to increase it.   

 

The standard error of the estimate s = 7.968, and approximately 95% of the observed y-values lie within 

+ / - 2s of their fitted Yhat values (p.93*).  so if we use this model to predict how many days it will 

take to finish a work order, we can expect to be accurate within + / - 15.94 days.  This is an extreme 

range of time, and shows that the model isn’t very meaningful.   

 

The global usefulness statistic is 8.982, which is greater than the f critical value of 3.13 (pls confirm* on 

p. 103).  This confirms that at least one of our predictor variables (hours, material) is linearly 

associated with days. 

 

The individual t test for hours is 3.367 and for material is 2.337, which are both greater than the critical 

value of 1.99.  There does appear to be a linear association between days and hours + material.] 

 

hypothesis tests for slope parameter's using global usefulness tests (p values). 

 

Global usefulness hypothesis test 

(NH)H0: (p 101) 

b1 (hours) = b2 (material) = 0 

(AH) H1: 

b1 + b2 != 0 

 

The global f test statistic is 8.982 is within the rejection region with an associated p value of less 

than .001 (critical value unreported, but ).  This is below the significance level, we reject the null 

hypothesis (p 104).  This tells us that at least one of the co-efficients is significant (hours, or 

material). 

 

Each slope within the model is significant at less than 5% with  

hours t.score is 3.367 (p-value of .001) 

material tscore is 2.337  (p-value of .022) 

 

in other words, “there does appear to be a linear association between hours and days as well [as 

material and days] once the other factor has been accounted for” - (p110) (i.e. held constant, 

prelude to predictor effect plots). 

since both are significant, this means that not only does b1 + b2 != 0 but also b1 * b2 != 0 

 



3. Fit a new regression equation with these 3 additional indicator variables using SPSS and write down 

the equation with the estimated coefficients.  

 
 

E(Y) Days = 5.014 + .81 Hours +  .016material -2.332D1 + .211D2 - 2.647D3 

 

 

4. Write down the 3 separate regression equations for the 4 types of buildings.  

(p229) 

 

Original 

E(Y) Days = 5.014 + .81 Hours +  .016material -2.332D1 + .211D2 - 2.647D3 

 

Athletic 

D1 = 1 

E(Y) Days = 5.014 + .81 Hours +  .016material -2.332*1 + .211D2 - 2.647D3 

E(Y) Days = (5.014  -2.332*1) + .81 Hours +  .016material + .211D2 - 2.647D3 

E(Y) Days = 2.682  + .81 Hours +  .016material + .211D2 - 2.647D3 

 

Academic 



D2 = 1 

E(Y) Days = 5.014 + .81 Hours +  .016material -2.332D1 - 2.647D3 

E(Y) Days = (5.014 + .211*1) + .81 Hours +  .016material -2.332D1 - 2.647D3 

E(Y) Days = 4.803 + .81 Hours +  .016material -2.332D1 - 2.647D3 

 

Administrative 

D3 = 1 

E(Y) Days = 5.014 + .81 Hours +  .016material -2.332D1 + .211D2 

E(Y) Days = (5.014  - 2.647*1) + .81 Hours +  .016material -2.332D1 + .211D2 

E(Y) DAys = 2.367 + .81 Hours +  .016material -2.332D1 + .211D2 

 

Residence 

E(Y) Days = 5.014 + .81 Hours +  .016material 

E(Y) Days = (5.014  -2.332*1 + .211*1 - 2.647*1) + .81 Hours +  .016material 

E(Y) Days = 0.246 + .81 Hours +  .016material 

 

 

5. Assess the fit of the model using all the statistics as in the previous case. And compare with the 

previous model.  

 

Based on similar B0 co-efficients Athletic (D1) and Administrative (D3) would make good candidates to 

combine categories. 

Academic (D2) is significantly more time in construction. 

 

What to put here?  Graph the models using what values?  Existing?  populate based on a range? 

 

 

6. Conduct a nested model F-test to determine if there is any difference in the time to completion of 

work orders, on an average, for the different types of buildings. State clearly the hypotheses, test 

statistics and your decisions.  

 

NH 

D1 = D2 = D3 = 0 

 

AH 

(D1 + D2 + D3) != 0 

 

The F-statistic is in the second row of the "Model Summary" in the column 

headed F Change, while the associated p-value is in the column headed 

Sig. (Ignore the numbers in the first rows of these columns.) 

 

Source:, p 105 & (https://iainpardoe.com/arm2e/spss/ #34) 

According to page 105: numerator (k-r) = df1 and denominator (n-k-1) = df2 

Matching to line 2 

https://iainpardoe.com/arm2e/spss/


The number of factors for the complete model (k) is 5 and the reduce is 2, so for df1 (5-2 = 3), and n = 

n=72, k=5 = 72-5-1 = 66 for df2. 

 

To find a percentile (critical value) for an F-distribution, select Transform > Compute Variable. 

Type a name (with no spaces) in the Target Variable box (e.g., "cvf"). Then type IDF.F(p, df1, df2) 

into the Numeric Expression box. Here p is the lower-tail area (i.e., one minus the significance 

level), df1 is the numerator degrees of freedom, and df2 is the denominator degrees of 

freedom. For example, IDF.F(0.95, 2, 3) returns the 95th percentile of the F-distribution with 2 

numerator degrees of freedom and 3 denominator degrees of freedom (9.552). 

 

IDF.F(0.95, 3, 66) 

Result: 2.74.  F change is .348 with associated p value of significance at .791 (not significant at 

5%). 

 

Because the p value of the change in F is not significant (.791) “we cannot reject the null hypothesis in 

favor of the alternative” (p 105). 

 
We “do not reject” the Null hypothesis that D1=D2=D3=0.  In other words, the categories are not 

significant at their untransformed values. 

 

Because the nested f test was insignificant, there is no need to do a loop through the factors to find the 

significant one. 

 

7. Obtain the final model – remember to run the regression again with the final variables you decide to 

retain in the model.  

See Step 1 

 

8. Check if the model assumptions hold for the FINAL model.  

 

p 120 

“we can assess the four multiple linear regression model assumptions with the following:” 

● a residual plot with the fitted Y-values on the horizontal axis (check zero mean, constant variance, 

and independence assumptions); 

● 39. To create some residual plots automatically in a multiple linear regression 

model, select Analyze > Regression > Linear. Move the response variable into the 

Dependent box and the predictor variables into the Independent(s) box. Before 

clicking OK, click the Plots button and move *SRESID into the Y box and *ZPRED into 

the X box to create a scatterplot of the standardized residuals on the vertical axis 



versus the standardized predicted values on the horizontal axis. Click Continue to 

return to the main Linear Regression dialog box, and then hit OK.  

● residual plots with each predictor in turn (X1, X2, and X3) on the horizontal axis (check zero mean, 

constant variance, and independence assumptions); 

● To create residual plots manually, first create studentized residuals (see help 

#35), and then construct scatterplots with these studentized residuals on the 

vertical axis. 
p199 

“the probability distribution of the random error at each set of predictor values has constant variance.” 

To evaluate variance, break up a scatterplot of studentized residuals versus fitted values for the 

model into ⅙’sl 

 

● 35. To save residuals in a multiple linear regression model, select Analyze > 

Regression > Linear. Move the response variable into the Dependent box and the 

predictor variables into the Independent(s) box. Before clicking OK, click the Save 

button and check Unstandardized under Residuals in the subsequent Linear Regression: 

Save dialog box. Click Continue to return to the main Linear Regression dialog box, and 

then click OK. The residuals are saved as a variable called RES_1 in the Data Editor 

Window; they can now be used just like any other variable, for example, to 

construct residual plots. Each time you ask SPSS to save residuals like this it will 

add a new variable to the dataset and increment the end digit by one; for 

example, the second time you save residuals they will be called RES_2. To save 

what Pardoe (2012) calls standardized residuals, check Studentized under 

Residuals in the Linear Regression: Save dialog box—they will be saved as a variable 

called SRE in the Data Editor Window. To save what Pardoe (2012) calls 

studentized residuals, check Studentized deleted under Residuals in the Linear 

Regression: Save dialog box—they will be saved as a variable called SDR in the Data 

Editor Window. (comes out as studentized deleted residual [sic.]) 

● “Beware that some statistical software calls the studentized residuals that we are talking about here 

something different, such as ‘deleted studentized residuals’ or ‘externally studentized residuals’ 

(computer help #35…). 

● a histogram and QQ-plot of the residuals (check normality assumption). 

 

a residual plot with the fitted Y-values on the horizontal axis (check zero mean, constant variance, and 

independence assumptions); 

 

Zero Mean: The clear bunching of values towards the bottom left violates the zero mean (average 

value of each ⅙ vertical slice is clearly not 0 - p119) 

Constant Variance: Spread of values across each 1/6 vertical slice is clearly not equal. 

Independence:non random patterns, such as bunching in bottom left violate independence. 



 
residual plots with each predictor in turn (X1, X2, and X3) on the horizontal axis (check zero mean, 

constant variance, and independence assumptions); w loess fitted lines @ 75% of points to fit (p 

120) 

 
 



 

 
 

 



 

 



 

 
a histogram and QQ-plot of the residuals (check normality assumption). 

qq plot shows not normal, so does standardized and unstandardized residual plots. 

 

 



 

 

 



 
QQ plot shows (Quantiles to residuals, see page 123)  

(for SPSS see: 

 https://stats.idre.ucla.edu/spss/seminars/introduction-to-regression-with-spss/introreg-lesson2/) 

“To create the more commonly used Q-Q plot in SPSS, you would need to save the standardized 

residuals as a variable in the dataset, in this case it will automatically be named ZRE_1. In Linear 

Regression click on Save and check Standardized under Residuals.” 

Click on Analyze – Descriptive Statistics – Q-Q Plots. 

add newly created variable ZRE_1 to the Variables box and click Paste. 

https://stats.idre.ucla.edu/spss/seminars/introduction-to-regression-with-spss/introreg-lesson2/


 

 
 

9. Check for  

(1) outliers,  

(2) high leverage values, and 

(3) multicollinearity in the final model.  

 

p 191 

“(...If regression parameter estimates change their significance dramatically or change signs), 

then the observation in question should probably be analyzed separately from the remainder of 

the sample. 

 

Goal when removing items and evaluating.  Guideline is to check if standard error (per 

coefficient) decreases.  Any values lose significance 

 

 

Outlier’s 

p 191 

“our general approach is to exclude the sample observation with the largest magnitude 

studentized residual from the dataset, refit the model to the remaining sample observations, 

and see whether the results change substantially.” 

 

Yes.  Element 49 

in the form of studentized deleted residuals beyond 3. 

 



standardized -> studentized (computer help #35) 

 

 
 

pg 190:  

 

“When the four multiple linear regression assumptions (zero mean, constant variance, 

normality, and independence) are satisfied, the studentized residuals should have an 

approximate standard normal distribution with a mean of 0 and a variance close to 1.  Thus, 

if we identify an observation with a studentized residual outside the range of -3 to +3, then 

we’ve either witnessed a very unusual event (one with probability less than .002) or we’ve 

found an observation with a response value that doesn’t fit the pattern in the rest of the 

dataset relative to its predicted value from the model (i.e an outlier). 

 

 

 



 
 

 
Leverage 

(see residual plots using studentized residuals) 

39 and 10 both have high leverage, but are not outlier’s 

test if their removal effects model 

 



p 194 

“any that have a leverage greater than 3(k+1)/n) 

3(2+1)/70 = .12857 

“or that are very isolated with a leverage greater than 2(k+1)/n” 

 2(2+1)/70 = .08571 

 

“the thresholds 2(k+1)/n and 3(k+1)/n are simple rules of thumb that usually work well provided 

that n is not too small (say, <25).  In these small sample size situations it is prudent to 

investigate what happens when the observation with the largest leverage is removed, and then 

repeat this process if permanent removal of this observation is warranted.” 

 

37. To save leverages in a multiple linear regression model, select Analyze > Regression > 

Linear. Move the response variable into the Dependent box and the predictor variables into 

the Independent(s) box. Before clicking OK, click the Save button and check Leverage values 

under Distances in the subsequent Linear Regression: Save dialog box. Click Continue to return 

to the main Linear Regression dialog box, and then click OK. This results in "centered" 

leverages being saved as a variable called LEV_1 in the Data Editor Window; they can now 

be used just like any other variable, for example, to construct scatterplots. Each time you 

save leverages like this, SPSS will add a new variable to the dataset and increment the 

end digit by one; for example, the second set of leverages will be called LEV_2. Centered 

leverage = ordinary leverage − 1/n, where ordinary leverage is defined in Section 5.1.2 

of Pardoe (2012) and n is the sample size. 

 

 
 

 



 

 
 

 

 

 

Cook’s Distance 

10 and 39 are significantly over the threshold suggested. 

 

38. To save Cook's distances in a multiple linear regression model, select Analyze > 

Regression > Linear. Move the response variable into the Dependent box and the predictor 

variables into the Independent(s) box. Before clicking OK, click the Save button and check 

Cook's under Distances in the subsequent Linear Regression: Save dialog box. Click Continue to 

return to the main Linear Regression dialog box, and then click OK. Cook's distances are 

saved as a variable called COO_1 in the Data Editor Window; they can now be used just like 

any other variable, for example, to construct scatterplots. Each time you save Cook's 

distances like this, SPSS will add a new variable to the dataset and increment the end 

digit by one; for example, the second set of Cook's distances will be called COO_2. 

 

p196. 

“A useful rule of thumb is to consider investigating further if the highest Cook’s distance is 

greater than 0.5, particularly if it is greater than 1.  Observations with a Cook’s distance less than 

0.5 are rarely so influential that they should be removed from the main analysis.  Those with 

Cook’s distance between 0.5 and 1 are sometimes sufficiently influential that they should be 

removed from the main analysis.  Those with a Cook’s distance greater than 1 are often 

sufficiently influential that they should be removed from the main analysis.” 



 

 

 
 

Scatterplot of X1,X2 of two given factors 



 
 

No multicollinearity 

p 206 

● There is a potential multicollinearity problem if any of the scatter plots involving just predictors 

look very highly correlated 

● Calculate the absolute values off the correlations between Y and each of the quantitative 

predictors, and between each pair of quantitative predictors; there is a potential 

multicollinearity problem is any of the (absolute) correlations between each pair of predictors is 

greater than the highest (absolute) correlation between Y and each of the predictor. 

hours, material collinearity >  

● Calculate variance inflation factors (Marquardt, 1970) for the regression parameter estimates 

for each of the quantitative predictors in the model; these provide an estimate of how much 

larger the variance of each parameter estimate becomes when the corresponding predictor is 

included in the model; a useful rule of thumb is that there is a potential multicollinearity 

problem if the variance inflation factor for a quantitative predictor is greater than 10. 

 

41. To find variance inflation factors in multiple linear regression, select Analyze > 

Regression > Linear. Move the response variable into the Dependent box and the 

predictor variables into the Independent(s) box. Before clicking OK, click Statistics and 

check Collinearity diagnostics. Click Continue to return to the Regression dialog and OK to 

obtain the results. The variance inflation factors are in the last column of the 

"Coefficients" output under "VIF." 

 



 
 

 

10. Draw predictor effect plots for the quantitative predictors and interpret.  

 

Base algorithm 

 

E(Y) Days = 4.625 + (.839 * hours) + (.014 * material) 

 

average hours: 1.527083 

average material:34.375 

 

Predictor effect plot for material 

E(Y) Days = 4.625 + (.839*1.527083) + (.014 * material) 

E(Y) Days = 5.906222637 + .014 * material 

 

Predictor effect plot for hours 

E(Y) Days = 4.625 + (.839 * hours) + (.014 * 34.375) 

E(Y) Days = 4.625 + (.014 * 34.375) + (.839 * hours)  

E(Y) Days = 5.10625  + .839 * hours)\ 

 

 

11. Report your final conclusions to the company for this entire analysis. 

 

 

Problems 

Elements, 10, 39, and 49 need to be reviewed for being potential outlier’s or fraud, or review on order 

processing as the # of hours don’t match to the days’ 

 

p 120 

residuals vs fitted values w loess line 



 
 

residuals vs X’s 

 



 
 

Nonconstant variance 

ph 199 fitted vs standardized residuals 

 

studentized residuals vs fitted values [w/out loess line] 



 
Misc 

 
 

 

 



 

Key:  

● Blue Days 

● Red: Studentized Deleted Residual 

● Black: ID 

 
 

 

 

”Try reformulating the model (using transformations or interactions…”  

 

Proposed solution is to transform days using Square Root Reciprocal 

Model 21 

 

 

 

12.  You can also try using some interaction terms, say materials*hours and check to see if those are 

useful. You can also try some transformations for the quantitative variables, both predictors and 

response. 

 

Evaluate Model 4, 21, 27, 34  



Element 49 Removed 

 
Original 



 
Next highest studentized residual is 4.2985 

Removal of this studentized residual results in another model with similar residuals over 4.  Can’t pick 

highest 4 residuals, as residuals changes with each iteration.  Sign nor significance changes with 

outlier removed. 



 
 

 
 

 

 

Conclusion 



Element 49 should be included in the model.  It’s removal only leave more outlier’s near the same area 

in terms of studentized residual plots, besides, the loess line is fairly smooth for unstandardized 

residuals to unstandardized predicted values. 

Suggest log normal transform  



Proposed Model(s) 

Not sure what detrended studentized residuals would be for.  I think it’s what the residual would be 

with that element removed and it’s change (i.e. it’s detrended)in residual value. 

 

Worried about non constant variance. 

 

days model 

studentized deleted residuals are still above 3, qq plot doesn’t look normal. 

 

 

 

 

 



 

 

 

 



 

 



 

 



 

 



 
 

 

 

lndays model 

studentized deleted residuals are below 3, qq plot looks normal.  Values significant. 

 

 



 

 

 



 

 



 

 
 



 
 

 

 

Reciprocal Root Days 

Meets non constant variance concern.  Best overall residual and score. 

 



 

 

 

 



 

 

 



 

 



  



 

 



 

 
 

 

Correlation Matrix 



 



 
 

Proposed Model 

 

  



 

Appendix 

https://port.sas.ac.uk/mod/book/tool/print/index.php?id=1516 

 

Analyze > Descriptive Statistics > Descriptives. 

 

Tick the box for Save standardized values as variables, then click OK. 

 

Go to Analyze > Descriptive Statistics > Frequencies and get the mean, standard deviation and 

histogram for ZAGE. Check to see that these statistics and distributions are as you would 

expect. 

Go to the Data Viewer and move to the right of the window. There should be a new variable 

called ZAGE. These are the z-scores for the variable. 

 

CDF 

http://bcs.whfreeman.com/webpub/statistics/bps5e/instructor%20Technology%20Manuals/SPSS/BPS5

E_SPSSManual_Instructor_ch03.pdf 

cdf 

Go to the Transform menu. 

Scroll to the Compute Variable option. The following window should be 

Under Function Group, scroll down and select the CDF & Noncentral CDF option. 

Under Functions and Special Variables, scroll down and double-click the Cdfnorm  

 

http://bcs.whfreeman.com/webpub/statistics/bps5e/instructor%20Technology%20Manuals/SPSS/BPS5E_SPSSManual_Instructor_ch03.pdf
http://bcs.whfreeman.com/webpub/statistics/bps5e/instructor%20Technology%20Manuals/SPSS/BPS5E_SPSSManual_Instructor_ch03.pdf

